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Overview of Databases

Flat-File Databases
Most primitive

A database made up of 
a single table in its own 
file



Overview of Databases
Relational 
Databases

● Multiple tables
● Data can ‘reference’  

other data that is 
shared

● Uses SQL
●Most common type of  

application database



Overview of Databases

‘NoSQL’ database
● Anything non-relational
● No tables
● Based on either:

- Key-value
- documents
- graphs



A database made of a single table stored in its own file

Benefits
● Lightweight
● Portable
● Easy to set-up
● Low cost
● Human-readable

Introducing Flat-file Databases



Issues with the Current DB
1. Repeated Data (data consistency)

2. Difficult to query

3. Scalability

4. Poor Security

Introducing Flat-file Databases
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In relational databases…

● There are multiple tables
● The relationships between 

tables are also stored
● It requires a Database 

Management System 
(DBMS)

● It uses SQL to manage data 
and the tables

Introducing Relational Databases



Introducing Relational Databases

Benefits
● Lightweight
● Portable
● Easy to set-up
● Low cost
● Human-readable

Drawbacks
1. Repeated Data
2. Difficult to query
3. Scalability
4. Poor Security

Flat-File Databases

What have we gained and lost?



Strengths
- Data integrity
- Reliability
- Security (role-based access)
- Handling highly structured data
- Querying data

What are Relational Databases good for?
Weaknesses

- Complexity (setup)
- Handling flexible data
- Handling (incredibly) large 

datasets
- Handling files
- Performance



Relationships in Relational Databases
The relationship defines how the 
different entities (tables) link together.

There are three different types:

- One-to-One

- One-to-Many

- Many-to-Many

Examples
One-To-One: one runner has one 
name

One-To-Many: one location may have 
many races

Many-To-Many: many runners may run 
in many races



How do Relationships work?
The Primary key is an attribute used to 
identify a record in a table. 

They must be unique and must have a 
value (not null).

A foreign key is an attribute which is 
the primary key from another table.

The foreign key links that table to the 
table of the primary key.



Representing Different Relationship Types
● One-to-One is the simplest 

to implement
● You can simple add it as a 

field for that table

● One-to-Many involves 
having separate tables for 
each entity

● The ‘One’ contains a foreign 
key based on the primary 
key in the ‘Many’

● Now, many rows in ‘One’ can 
reference ‘Many’



Representing Different Relationship Types
Many-To-Many is the most 
complicated relationship to 
represent…

The main approach to 
representing this involves the 
creation of a third table, called 
a ‘junction table’.

The junction table has a 
foreign key for each entity, 
and then any data associated 
with the Many-to-Many 
relationship



Introducing RDBMS
RDBMS stands for Relational Database Management System

● It is usually takes the form of an 
application

● They follow Client-Server architecture

● Allows you to create, manage and 
query databases through SQL

● Allow operation with multiple users

● Enforce a rigid schema, for what can 
and can’t be stored in the database

● Use transactions (ACID)

Your 
program RDBMS

Transactions (SQL)

 Results / 
Responses



Introducing Transactions
A transaction is a series of one or more commands. These commands can be 
treated as a single update to the database made all at once.

ACID Properties
Atomicity: The transaction must be 
processed in full or not-at-all

Consistency: The transaction strictly 
obeys all the rules of the database

Isolation: Transactions execute 
independently without interfering each 
other

Durability: Committed changes are 
permanent

When you don’t want to 
commit, use ‘ROLLBACK;’



Creating Schema



Numeric Data Types in Postgres



Character Data Types in Postgres



Datetime Data Types in Postgres



Creating relationships

Constraint: 
foreign key

Creating a column

Referential Integrity
● The foreign key must be the same type as the 

referred primary key
● Foreign keys must match an actual row
● A row that is referenced cannot be removed 

without the associated rows also being 
removed
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Introduction to SQL
- Stands for Structured Query 

Language
- English-like
- While it is standardised, there 

are slight differences between 
different RDBMS

- It is NOT case-sensitive
- You can have as much 

whitespace and newlines as 
you’d like

- Use single quotes (‘’) for 
literal text – not needed for 
column or table names

- Use ‘--’ for comments

SELECT

INSERT

UPDATE

DELETE



SELECT Statements



SELECT Statements



Filtering with WHERE



Operators in POSTGRES



Controlling Results: ORDER



Controlling Results: LIMIT



Using Joins
A reminder that we split this up into three different tables

How could we 
‘reconstruct’ this table 

in a single select?



Anatomy of a Join



Reconstructing the flatfile
A reminder that we split this up into three different tables

SELECT runners.name,
AGE(CURRENT_DATE, 
runners.date_of_birth), 
races.distance, 
race_entries.time 
FROM race_entries 
JOIN runners 
ON race_entries.runner_id = runners.id 
JOIN races 
ON race_entries.race_id = races.id;



Join Types
INNER JOIN is the default join 

in PostgreSQL (and most 
RDBMS).

Therefore, you can just use 
JOIN and get the inner join



Aggregate Functions
Aggregate functions compress multiple rows into one (aggregation)

COUNT()
- Counts the number of rows
- Pass in a specific column
- Count(*) / Count(1)

SUM()
- Pass in a specific columns
- Sums the value in the 

column

GROUP BY [column]
- The column provided are the 

values that remain the same



Aggregate Functions



HAVING 
HAVING is used to filter the results of 
an aggregate, instead of WHERE


